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Abstract— Non-prehensile manipulation is practical for re-
locating large, heavy, or geometrically ungraspable objects.
Yet,long-horizon pushing of arbitrarily-shaped 3D objects cou-
ples three problems: 1) where to push the object so as to
approach the target pose, 2) whether each push is stable and
reachable, 3) whether subsequent actions remain feasible. We
present an object-centric pushing policy within a feedback-
guided hierarchical framework. At the low level, a learning-
based policy predicts contact actions from a pose- and scale-
normalized point cloud, conditioned on a near single-step
subgoal. A stability score is applied to evaluate the predicted
contacts by a quasi-static sliding-versus-tipping analysis. At the
high level, BIT" first searches for an object path, and the next
several subgoals are checked by contact prediction and robot
motion planning for future feasibility. Failed motion plans, as
feedback, change the local path costs and trigger re-planning.
During execution, only the first feasible action is executed.
In simulation, we evaluate 22 objects in six different scenes,
upon which we also conduct comprehensive ablation studies.
Results demonstrate that our method outperforms baselines
with a clear margin and can reliably achieve long-horizon
object pushing tasks under different situations. We also report
quantitative real-robot experiments with a Franka arm and
qualitative demonstrations with a mobile manipulator for large
and heavy objects, with directly zero-shot sim-to-real transfer.

I. INTRODUCTION

Pushing is practical when an object is too large or too
heavy for grasping. Planar pushing of simple objects is well
studied [1]-[3], whereas practical objects may have irregular
3D geometry and can tip or roll. For such objects, a contact
that produces a desired planar push also depends on the
object’s support geometry and force direction. Moreover, the
error compounds over a long horizon. For example, moving
along a collision-free object path may require robot contacts
that are unreachable, and an inaccurate push may leave the
object in a corner or near clutter where future actions are
infeasible. These challenges expose a gap between local
pushing policies and long-horizon pushing tasks. Analyti-
cal and model-predictive methods provide explicit physical
reasoning but usually rely on precise and expensive contact
models [4]-[6]. Learned object-centric policies get rid of
contact modeling and reduce computation, but a local policy
does not account for robot kinematics, scene collisions, or the
feasibility of future actions [7]-[13]. Therefore, a question
arises: how can we achieve generalizable learned contacts
and compose them for long-horizon pushing reliably?
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Single-Step Push Training in Simulation

Fig. 1. A single-step contact policy is composed with stability scoring and
feedback-guided hierarchical planning for long-horizon deployment.

To do so, our key idea is that a push is a contact on the
object, so the action should be directly associated with the
geometry of the object itself, which can be learned inside the
object-canonical frame. Simultaneously, object stability and
long-horizon feasibility, subject to environmental constraints,
should be addressed by explicit, model-based verification
rather than left to the learned policy. We therefore formulate
the low-level pushing actions in the object frame normalized
for pose and scale. In this frame, the map from a desired
pose change to a contact is learned for each object shape,
so a network trained on a small dataset, collected from a
single push direction, generalizes to unseen poses, scales,
and objects. Stability is checked explicitly by a quasi-static
analysis of the object’s support polygon, which softly rejects
contacts that would tip the object. This stability test is scale-
invariant and consistent with the normalized policy. Finally,
a bi-level planner, considering both object trajectories and
robot motions, shapes the object’s path to keep future pushes
reachable and feasible, with closed-loop replanning address-
ing model inaccuracy.

We evaluate 22 ShapeNet [14] objects in six simulated rep-
resentative scenes and report quantitative real-world tabletop
experiments on a Franka arm. The result concludes that a
policy trained on only ten objects, each pushed from a single
direction, moves unseen, geometrically complex objects to



their goals. Long-horizon pushing results demonstrate that
our policy is composable for bi-level planners, and can
effectively execute long-horizon tasks reliably. We addition-
ally show a qualitative deployment on a mobile manipulator
pushing large furniture, showing zero-shot generalization to
different robots and task settings.

Our contributions include: (1) An object-centric learning
approach for generalizable and composable pushing of ge-
ometrically complex 3D objects, which enables zero-shot
transfer across embodiments, unseen objects and environ-
ments; (2) A feedback-guided bi-level planner integrated
with the object-centric policy, which enables reliable long-
horizon object pushing.

II. RELATED WORK
A. Object-Centric Manipulation Policies

Object-centric representations have been used to improve
the transfer of robotic manipulation policies across scenes
and tasks [10], [15]. Existing methods enhance the policy’s
perception of task-relevant objects [16]-[20] or isolate the
object to learn its representation independently [12], [13],
[21]. However, these policies may still be coupled with
scene- or robot-specific configurations, or suffer from large
spatial variations caused by different object pose. To address
these limitations, our method learns goal-conditioned con-
tacts in an object-centric canonical space that normalizes
both object pose and scale variations, decoupling the policy
from robot- and scene-specific configurations and yielding
composability and generalization with high data efficiency.

B. Object Pushing

Early methods established the foundation for model-based
pushing through quasi-static analysis, contact modeling, and
related techniques [1]-[3]. Recent model-based methods use
online optimization and feedback replanning [6], [22]-[24].
However, these methods mostly focus on 2D objects and
do not explicitly account for full 3D geometry. Learning-
based methods have been explored for 3D object pushing.
Some recent works [7] model objects as 3D point clouds for
non-prehensile manipulation, but focus on contact-rich 6D
pose adjustment rather than coupling contact prediction with
future robot-motion feasibility. Other methods consider the
toppling stability of 3D object pushing, but use geometric
approximations most directly applicable to boxes, cylinders,
or extruded shapes [25], [26]. We focus on the practical
long-horizon pushing tasks, considering both geometrically
complex 3D object stability and long-horizon feasibility by
integrating a receding-horizon planner with a composable
low-level pushing policy.

C. Hierarchical Manipulation Planning

Hierarchical manipulation is an important strategy to
address long-horizon tasks [27]-[30]. Typical hierarchical
methods decompose long-horizon tasks into high-level sub-
goals and execute them with low-level planners or controllers
[31]-[33]. However, their high-level modules operate without
considering low-level execution previously. Bi-level planning

considers the trajectory feasibility of the complete task
before action execution [34], [35]. However, standard bi-level
planners typically assume known dynamics and use feedback
only to trigger replanning, rather than exploiting failures
to adapt the high-level planner, which is difficult to model
psuhing in practice. In contrast, we integrate a high-level
planner that generates subgoals and preserve space for future
pushes with a learned goal-conditioned low-level policy that
executes them. Low-level feasibility failures are fed back
to update the high-level cost distribution, enabling robust
receding-horizon push planning without requiring accurate
dynamics.

III. PROBLEM FORMULATION

We consider the problem of a rigid 3D object that is
moved by planar pushes on a horizontal support surface with
static obstacles. The inputs are its initial point cloud Py,
Xo 2 SE(2), target pose Xy 2 SE(2), and scene geometry
W, which is reconstructed from perceptions. The output is
an object-pose sequence Xo:k and a push sequence Up:k 1,
where K is determined by the planner and ux = (pk; Vk; dk)
contains a surface contact point, a push direction, and a
push distance. For every K, the contact must satisfy ux =

(Ki; Xi+1; Pi), Uk 2 S(Xk; Pk) \ R(Xk; W). Here, Py
is the estimated object point cloud at k, is the pushing
policy that associates each desired single-step pose transform
with a contact on Py achieving it, S(X; Pk) collects the
contacts that do not tip the object at pose X, and R(Xk; W)
collects the contacts the robot’s end-effector can reach at
Xy without colliding with W. We assume known robot
kinematics, a static scene during pushing, and single-point
end-effector contact. The stability model further uses a quasi-
static approximation and estimates the support polygon and
center of mass from the observed geometry.

IV. METHOD

Our method combines three components: an object-centric
contact-based policy, a quasi-static stability score , and a
feedback-guided hierarchical planner. The high-level state is
the planar object pose Xx 2 SE(2). The policy consumes a
canonical point cloud Pé and a canonical desired transform
Tk (Sec. IV-B). At execution step K, the high-level planner
generates an object path from Xy to the goal. For at most
the next h path segments, the low level predicts contacts,
evaluate them with , selects the best for each pushing step,
and plans the associated robot motions. If all checked steps
are feasible, the first pushing action is executed. The object
is then perceived again, and the loop repeats until the target
pose is reached. Figure 2 demonstrates the pipeline.

A. High-Level Object Path Planning

1) Object Path Planner: We leverage BIT [36] as the
high-level object planner. At step k, BIT searches for a
collision-free pose sequence Xy:k for the target object.
Let D(X; Xj+1) 0 denote the SE(2) edge metric and



High level planner

Learning-based Actor

8
-59,? =
¥, RE o [ e d
Nukt we o=
& 1 %
\ -4 e G
— '% [ B
S=Z NG
Predict contacts in the
. . object canonical space.
Object path planning

Failure information

Object-centric pushing policy

Low level planner

Feasibility checking

Stability Evaluation Key frame ee-poses

Loo
. over Motion planning
X {Rf / target
AR horizon
‘,, Tipping
\/ ¥
=
TTT 77T 77
Select contact that prevent
tipping.
Failure

Success

Robot execution

Fig. 2.
high level cost distribution before replanning.

C(Xi; Xj+1) 0 an adaptive edge penalty initialized to
zero at the start of a task. BIT minimizes

J (xk:K) =
i=k

1+ C(Xi; Xj+1) D(CXj; Xj+1): (D)

Thus, before any low-level planning or motion failures, the
objective is the usual path cost. Feedback changes the cost of
path segments softly by updating the cost term C(Xj; Xj+1)
after each failure. Besides, we inject clearance preference
into the search prior. The planner first tries to search the
object path with a minimum 5 cm distance to any obstacles.
If it fails or does not return a path within time limits, the
distance decreases until a feasible path is found.

2) Future Feasibility Checking and Feedback: At time
step K, the contact policy proposes candidates for the desired
moves in the next h steps. The stability score contributes to
selecting the best one for each step, and the robot motion
planner checks motion feasibility from its corresponding
pre-push and post-push keyframes. If a motion cannot be
found within a fixed planning time, the candidate object
path is rejected. Denote X as the Xy-position on the path at
which the planner feasibility check fails. The corresponding
2D transition is denoted by e. Their nearby edges are
penalized. The penalty has two components: one decays with
planar distance from the failed waypoint, while the other
decays with angular difference and is further modulated by
distance. Both components use truncated Gaussian decay,
and accumulate across replans:

C(e) C(e)+5Kp(e; X) +5K¢(e;e); 2

The kernels are K, = e =@ D and Ke =
2_ 2 2_ 2\_—

g (= +d™= 9)=2 £, dp < 3 p, and zero otherwise. Here,

dp; d¢ are the planar distances from X to X and the segment
e. The angle d is between the planar directions of e and e;
p; > 0 set the spatial and angular scales. The high level
then replans with Eq. (1).
If all h checks succeed, the robot executes only the
first push, observes the new object pose, and replans. The

Method overview. The high level plans an object path, the low level checks contact and robot-motion feasibility, and a failed check updates the

procedure terminates when the goal is reached or the fixed
replanning limit is exhausted. Notably, an important planner-
specific parameter is h, which affects how far the robot is
seeing before each physical action. We ablate the selection
of h in Sec. V-B.

B. Low-Level Object-Centric Pushing Policy

1) Object Frame Canonicalization: At the beginning of
each task, an object-canonical frame is constructed from the
world-frame point cloud Py. We assume a known gravity
direction. The z-axis of the canonical space passes through
the centroid of Py and is oriented opposite to gravity. To
determine the horizontal axes, Pp is projected onto the
support plane, and PCA is performed on the projected points.
The dominant principal direction is defined as the X-axis,
while the y-axis is determined according to the right-hand
rule. Once this frame is established, the normalization length
‘ is the maximum Euclidean distance from its origin 0g to
the observed object surface.

Because a PCA axis has two possible signs, the sign
chosen at task initialization is held fixed by pose tracking. At
each step, let Pk be the observed world-frame point cloud.
Pose tracking gives the world-frame pose Yk = (Qk; 0k) 2
SE(3) of the canonical frame, where Qx 2 SO(3). The
normalization length * is obtained from the origin 0k and
Pk. Combining the desired next planar pose Xk+1 with the
tracked roll, pitch, and support height defines Yi+1 2 SE(3).
Let Rk 2 SO(3) and rk 2 R® be the rotation and translation
of Yy, 1Y\c+1, and let the superscript ( ) denote the canonical
mapping. The two policy inputs are

PO=QLCPk 00=  Te= o T @)
For a predicted canonical contact u = (p;V;d), the corre-
sponding world-frame contact is (Qxp* +0k; QkV; d*). This
construction analytically removes the tracked rigid pose and
scalar length from the policy input, making it generalizable
regardless of object poses and scales.



Fig. 3. Pushing policy network. ig. 4. Quasi-static stability model. (a) A horizontal push is applied at

Fi
2) Pushing-Action Representation: A single-step push iseight H. (b) On the horizontal contact plane, the force F is decomposed

represented in the canonical frame as contact u = (p; v; d)pbout the projected center of masg @hto Fc and Mc. (c) Support-plane,
P() . . . including the support polygon, the projection of,Rthe projected center
where p 2 R’ is a contact point on the object surface,of mass G and candidate tipping edges. (In a more general setting, the

v 2 S? is a unit push direction, and d 2 Ris the push blue convex polygon H is the support convex hull.); dashed arrows show

distance. Our policy predicts it densely over the observefytward normals.

geometry, generating at every point @ pk() a contact 9Olobal features from f’) . A separate MLP embedsyT

probability 4 2 [0;1], a direction vector ¢ 2 R?, and The global and transform features are fused, expanded to

a distanced 2 R.. The direction vector is normalized all points, and concatenated with the per-point features, as

during training. The predicted contacts remain explicit, so thehown in Fig. 3. A shared decoder MLP maps each fused

stability score and robot-motion planner can evaluate thefgature through three heads, producing a contact logit passed

before execution. The canonical representation reduces pd8eough a sigmoid to give;& a direction vector ¢ and a

and scale variations while decoupling camera con gurationgcalar distancd.

and robot embodiments from the policy. The probability head is supervised by a weighted binary
3) Data Generation: Each training example is a tupléroSs-entropy, the direction and distance heads by mean

(PO ; T; f(ai;vi;di)gl, ) in the canonical frame. The in- squared error for only the positive points. The loss is

puts are the canonical object cloud)P = fp ;g; R 3 LN
with N = 1024 and the canonical single-step transform T, L= N [aijlogg +(1 a j)log(l & )]
and the per-point targets are a binary contact labeRy i=1
f0; 1g, a push direction y and a push distance ,dwith v; v X 0 2
" . o= + v i _ i 4
and d de ned on the positive points f! ‘p=1g. max(N. 1) A ek, U (4)
Examples are collected in ManiSkill3 [37] with random =1
pushing actions. Per rollout, an object is placed at a xed d X 4 5.
position with random yaw, three RGB-D cameras reconstruct * max(N; ; 1) . a(di d i)™

its cloud, and the end-effector pushes it along a xed direc- P

tion with a random distance, then retracts while it settlesdere N, = i’il a; is the number of positive points, and
From the world-frame object poses before and after the push |, are weighting coef cients.

and the recorded contact trajectory, we extract the single-step

transform T and distance d. The ve points nearest eac. Stability Evaluation

recorded contact are labeled positive (@ 1, inheriting We use a quasi-static model to evaluate the policy's contact
v and d) and the rest negative. The cloud is reduced tndidates. For each candidate, H is its contact height, and
N = 1024 points by farthest-point sampling with the truethe push direction is horizontal. Let m be the object mass,
contacts retained, then mapped to the canonical frame by 4 the gravitational acceleration, and the object-support
Rollouts with no object motion or incomplete reconstructioyiction coef cient. The model compares the force required
are discarded. to initiate sliding with the force required to tip the object
The main training set consists of 100 objects with 500 exabout an edge of its support polygon (Fig. 4).
amples each, totaling 50,000 examples. A 10-object set with At runtime, the support p0|ygon is approximated by the
5,000 examples per object, also totaling 50,000 examplegonvex hull of bottom-surface points, and the center of mass
is used for ablation studies. Both are vefold-augmentegs approximated by the point-cloud centroid. Let E =10
by canonical-frame jitter (random X;y translation within thedenote the set of edges of H. For edge gravity acts at
object's convex hull and random yaW) to tolerate frameCS, and the effective component of F forms an ang’e

estimation error at test time. with its outward normal. Balancing the tipping and restoring
4) Pushing Policy: The policy operates entirely in themoments yields the critical tipping forceif; = H"l‘f’);ii.

canonical frame. It is a point-wise network that maps th&or xed m, g, and H, the edge most likely to induce
input pair (Pk() : T) to the per-point outputs (a%;d). A toppling is therefore the on€ i= arg min COLS‘ -. Fore,
PointNet [38] backbone of three 1 1 convolution layers L is the perpendicular distance from the projected center

with group normalization and RelLU extracts per-point anadf mass to that edge, and is the angle between the push




direction and the edge's outward normal. The force required
for tipping is mgL=(H cos ), whereas that required for
Coulomb sliding is mg. Their common factor mg cancels,
giving the sliding-before-tipping ratio

L
Hcos ° ©®)
Under this model, sliding is predicted to start before tipping
when < . The ratio is dimensionless and unchanged
by ideal uniform scaling of both L and H. For evaluation,
each candidate's learned contact probability is multiplied
by tanh( ), and the candidate with the largest product is
selected. Here > 0 controls saturation. The ratio is a soft
ranking cue, not a stability constraint.

V. EXPERIMENTS

The experiments are designed to comprehensively evaluate _ '
the performance of our method on long-horizon, cluterelf. % Smusten bemery Seres ()5 ) 7 o o B
pushing tasks, including both simulated ones and real-world
scenes. Besides, we also conduct ablation studies on thach scene is set so that: 1) there exists a path (e.g., a line,
horizon h as well as other proposed components. ResulisU-shape, or a S-shape) from the initial pose to the target
demonstrate that: pose; 2) obstacles and the target are visible. Object poses are
Our method can do reliable long-horizon pushing with estimated from monocular observations using SAM3D [40]
limited training data, and directly generalize to the realand FoundationPose [41]. For each object under each setting,
world, including large-scale mobile pushing tasks; ~ we run 5 different trials.
Seeing forward with larger h is not always bene cial
due to inaccurate dynamics of pushing, but it help
signi cantly when there is high-risk alternative paths; We evaluate h = 1, h = 3, and full-horizon planning
The learned object-centric policy plays a crucial role forin three kinds of scenes (Fig. 6). For Empty and Clut-
reliable performance, and failure-guided cost updatdéered scenes, h = 1 achieves the highest mean success
are also important for long-horizon pushing success. of 87.23% and 84.27%. By contrast, full-horizon planning
) yields 82.14% and 73.23%, respectively. In these tasks, a
A. Experimental Setup longer planning horizon may accumulate prediction errors
We rst evaluate the method with 22 ShapeNet objectsluring forward search, and hence deviate from the underlying
[14] in the six simulation scenes shown in Fig. 5, includingrue optimal path. As a result, failures here are mainly due
10 seen and 12 unseen objects. In each trial, the robmt planning, in which it lters out some physically feasible
pushes an object from an initial pose to a target pose. Thpaths and nds no solutions. For the Adversarial scenes,
initial and target positions are sampled within a circulawhich include an apparently feasible object path whose later
region of diameter 5; cm, while their orientations are sampletbbot motions are infeasible, success rises from 49.82%
uniformly at random. Each object is evaluated in 50 trials peat h = 1 to 73.05% with full-horizon planning, which
setting. highlights the signi cance of long-horizon planning.
For simulation, we reconstruct the object point cloud from i
three cameras and obtain object masks using SAM2 [3df- Results of Different Methods
Object poses are estimated with the PCA-ICP pipeline. To We compare to 3 baselines, including: GRP [31] (Greedy
support diverse 3D geometries, task success is de ned Beactive Policy with stability scoring), which selects goal-
the square root of the Chamfer distance between the currerinditioned contacts heuristically and evaluates them with
and target point clouds being below 1:5cm. Each boxplatur stability model; P-Net (Push-Net) [31], adapted with
observation is an object-scene success rate from 50 triafaulti-view reconstruction, rotation augmentation, and object-
with a total of 22 6 = 132 observations, and 6600 long- centric inputs; and ManiFM (ManiFoundation) [11], adapted
horizon pushing trials. For group-mean success rates, wéth motion-feature extraction, sparse-contact-aware train-
compute 95% percentile bootstrap intervals using 20,006g, and robot-policy decoupling. Besides, we include an
whole-object resamples within the 10 seen and 12 unseedditional object-centric baseline, Ours-10, which is only
objects, retaining each object's scene and horizon recordsained with 10 objects. By comparison, Ours-100 is the
Our experiments are run on an RTX 2080 GPU and an Intelefault model, which uses 100 training objects with the
i9-14900KF CPU. same total number of training examples. Since the high-
For real-world deployment, we use a dual-arm robotitevel planner setting h severely affects the end-to-end testing
system with 4 objects in three real-world obstacle settingperformance, for fair comparisons, we use h = 1 for the

g. Results with Different Horizons



Fig. 6. Horizon sensitivity in (a) empty (S1-2), (b) cluttered (S3-4), and (c) adversarial (S5-6) scenes. Solid lines show group means, dashed lines show
individual scene means, and shading shows 95% object-bootstrap con dence intervals. Each group mean uses 22 objects in two scenes.

Fig. 7. Success-rate distributions for (a) methods, (b) ablations, and (c) seen/unseen objects. Each box contains 132 object-scene rates in (a,b), or 60/72
in (c), with 50 trials per rate. Boxes span the interquartile range; black lines mark medians, diamonds mark means, whiskers use 1.5 times the interquartile
range, and circles mark outliers. 0100/010 denote Ours-100/Ours-10; Full denotes Ours-100.

TABLE | . . .
proach, CEM-MPC, under a short-horizon pushing setting. It

MEAN SUCCESS RATES (%). EACH METHOD USES 6,600 TRIALS . .
uses MUJOCO simulation for rollouts and the cross-entropy

method for optimization [42]. In this setting, the robot is

Method All objects Seen objects Unseen objects . . .

allowed at most two pushing actions to relocate the object
Ours-100 81.52 85.37 78.31 19 a near target pose. The results are shown in Table II. We
8‘;{;_10 573'3? 588';333 gf_'gé report the nal pose error between the object and the goal,
P-Net 21.59 28.33 15.97 Whether the object tips over, and the inference time for a
ManiFM 53.95 55.70 52.50 single push action. Within this two-push setting, our method

has lower reported position and orientation errors, fewer falls,

TABLE II and lower per-action inference time than CEM-MPC.

COMPARISON WITH CEM-MPC.

Object  Method Position  Orientation  Time  Falls

type (cm) (rad) (s) D. Ablation Study

Seen Ours 131 0.466 0.026 2

Seen CEM-MPC 341 0.608 818 14 We demonstrate comparisons among four variants in Fig-
Unseen Ours 1.82 0.463 0.027 4 ure 7(b): Stab, without stability scoring; Cost, without
Unseen CEM-MPC  3.44 0.557 71.8 6 |ocal path-cost updates after failed robot motion planning;

Fb, without future feasibility check and feedback; and
Empty and Cluttered scenes, and a full-horizon planner f@&tab only, selecting contacts using only the stability score,
the Adversarial scenes for all baselines and our methods.as a heuristic ablation. The mean (diamonds) are 81.52%,
Table | reports mean success rates, while Fig. 7(a,c) show8.06%, 69.38%, 58.77%, and 6.55%, respectively. Notably,
their distribution across objects and scenes. Ours-100 reactgtab only has a 0% median with 81/132 zero-success pairs,
81.52% overall and 78.31% on unseen objects. Increasing timelicating that only stability scores alone are insuf cient
training objects improves seen success by 4.54% and unsdenreliable goal-directed pushing in these tasks. Particularly,
success by 15.70%. The boxplots also expose variatithe cost-update difference is concentrated in the adversarial
hidden by scene averages: P-Net has a 6% median agcknes. This is because the planner does not inherently favor
34 completely failed object-scene combinations; ManiFM'soutes near feasible regions, requiring feedback for replan-
interquartile range is 11.5-94%, with 13 completely faileching. Stability scoring brings marginal performance gain,
combinations. Ours-100 has no zero-success combinatibat leads to better performance for geometrically complex
and an interquartile range of 72-94%. These comparisonsseen objects. For example, on the eighth unseen object, a
support transfer within the evaluated object set. vase (Fig. 5(b)), the overall success rate drops from 93% to
We also compare our method with a model-based a0% without the stability evaluation (300 trials in 6 scenes).
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Fig. 8.

Object Scene 1 Scene 2 Scene 3 Average
Packing tape 3/5 4/5 4/5 73.3
Hammer 2/5 2/5 3/5 46.7
Bottle 4/5 3/5 3/5 66.7
Chair 4/5 4/5 4/5 80.0

Fig. 9.

Dual-arm robot scenes. The object marked in blue indicates the
initial position, while the object inside the yellow indicates the target pose.
(a), (b), and (c) show the scenarios with 4, 3, and 2 obstacles, respectively.

E. Real-world Deployment

We conduct real-world experiments on two Franka FR3
arms mounted on opposite sides of a shared tabletop and
an AutoLife mobile manipulator. The tabletop setup uses
an Intel RealSense L515 RGB-D camera for perception and
a VAMP [43] planner for collision-aware motion planning,
with one arm executing each push. AutoLife leverages the
object-level planner and learned pushing policy, integrating
base navigation with whole-body IK and collision-aware
planning over the leg, waist, and arm joints. Both re-estimate
the object pose and replan after each push. Across the
tabletop experiments (Fig. 9), the system succeeds in 40/60
trials (66.7%; Table III). We also include a full failure
analysis for the real-robot deployment in Fig. 10) for a
deeper understanding of the system-level bottleneck. Among
all failures, perception accounts for more than half, 12/20
failures. The remaining comprises mainly four types of
failures including infeasible IK (IK error), object pushed out
of workspace (Workspace), and collision failure (Collision).
Perception is therefore the main recorded limitation, reveal-
ing that geometry or pose errors can affect planning, push
action prediction, and feasibility checking, motivating better
reconstruction and tracking alongside pushing components.

Finally, we deploy our method on the AutoLife mobile
robot to relocate a chair and a coffee table in household
environments (Fig. 1). The complete relocation process for
both objects is shown in Fig. 8.

Real-robot large-scale object relocation with a mobile manipulator. Top row: a table. Bottom row: a chair.
TABLE III

TABLETOP SUCCESSES AND MEAN SUCCESS RATE (%).
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Fig. 10. Outcomes of 60 tabletop trials. Ribbon widths are proportional
to counts; the 20 failures are partitioned by recorded cause.

VI. CONCLUSION

We presented a long-horizon pushing system that inte-
grates object-level path search, object-centric push policy
learning, quasi-static stability ranking, and robot-motion
planning in a hierarchical planning framework. Performance
in both simulation and real-world tabletop experiments
supports generalization to unseen object geometries and
shows benefits from the feedback and stability modules. The
mobile-manipulator demonstrations show that our model can
directly generalize to large-scale objects, without retraining
or data collection. The main system-level bottleneck lies
in the object-centric perception pipeline, which relies on
stable object pose estimation and tracking. Future work can
consider enhancing perception modules [44] or absorbing
perception noise into data-driven policies. Besides, for non-
prehensile manipulation like pushing, physical parameters
like the center of mass, friction, and their uncertainties are
critical for robustness. Future work includes estimating these
parameters with uncertainty-aware models and integrating
our pushing policy into longer-horizon tasks that require
diverse skill primitives [45]-[47].

ACKNOWLEDGMENT

We used vibe coding tools including Codex and Claude
Code to help implement parts of the algorithm and analyze
bugs. Besides, we used Al tools to design visuals for Figure
6, 7, and 10, and to polish the text and grammar.

REFERENCES

[1] M. T. Mason, “On the scope of quasi-static pushing,” in International
Symposium on Robotics Research, 1986, 1986, pp. 229-233.

[2] K. Lynch, H. Maekawa, and K. Tanie, “Manipulation and active
sensing by pushing using tactile feedback,” in Proceedings of the
IEEE/RSJ International Conference on Intelligent Robots and Systems.
IEEE, 1992, pp. 416-421.



